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Abstract 

While Voice Onset Time (VOT) is known to be sensitive to a range of phonetic and linguistic 

factors, much less is known about VOT in spontaneous speech, since most studies consider stops 

in single words, sentences and/or in read speech. Scottish English is typically said to show less 

aspirated voiceless stops than other varieties of English, but there is also variation, ranging from 

unaspirated stops in vernacular speakers to more aspirated stops in Scottish Standard English;  

change in the vernacular has also been suggested.This paper presents results from a study which 

used a fast, semi-automated procedure for analyzing positive VOT, and applied it to stressed 

syllable-initial stops from a real- and apparent-time corpus of naturally-occurring spontaneous 

Glaswegian vernacular speech. We confirm significant effects on VOT for place of articulation 

and local speaking rate, and trends for vowel height and lexical frequency. With respect to time, 

our results are not consistent with previous work reporting generally shorter VOT in elderly 

speakers, since our results from models which control for local speech rate show lengthening 

over real-time in the elderly speakers in our sample. Overall, our findings suggest that VOT in 

both voiceless and voiced stops is lengthening over the course of the 20
th
 century in this variety 

of Scottish English. They also support observations from other studies, both from Scotland and 

beyond, indicating that gradient shifts along the VOT continuum reflect subtle sociolinguistic 

control. 
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1. Introduction  

Voice Onset Time (VOT), the time from the burst reflecting stop release until the beginning of 

quasi-periodicity reflecting the initiation of voicing for a following segment, is long established 

as a cue to the contrast between voiced and voiceless stops for many languages, including 

English (e.g. Lisker and Abramson 1964, 1967; Caramazza et al 1973). VOT may be positive, 

following the burst reflecting differing degrees of stop aspiration, or negative, from the onset of 

voicing during a stop closure until the burst is released, reflecting voicing lead or prevoicing. The 

behaviour of VOT of stop consonants in varieties of English, and indeed many languages of the 

world (Cho and Ladefoged 1999), is well known from the numerous studies which swiftly 

followed the original proposition by Lisker and Abramson (e.g. 1964). In English, voiceless 

stops tend to show varying degrees of positive VOT, whilst voiced stops may show much shorter 

VOT or prevoicing, depending on the presence and/or degree of vocal fold vibration during 

closure. Our understanding of the factors constraining or promoting variation in VOT is largely 

based on speech styles which are less usual for most speakers, such as single word elicitation 

through word lists, read sentences or read passages. Much less is known about how these factors 

influence VOT in its more usual habitat, where speakers produce stops most often, unplanned 

spontaneous speech (cf Sonderegger 2012, Yao 2009).  

 

The linguistic context for this study is the vernacular dialect of Glasgow. Scottish English is 

generally reported to show less aspirated voiceless stops than other varieties of British English 

with even less aspiration in vernacular Scots (e.g. Scobbie 2006). But there have also been 

claims that gradient change towards longer VOT durations more typical of Anglo-English may 

be underway (e.g. Masuya 1997). The question remains as to whether longer VOT productions 

for younger speakers in the few recent apparent-time studies of Scottish English demonstrate 

phonological change in progress, or reflect the results of physiological aging (Docherty et al. 

2011). Also, these previous studies of VOT in Scottish English have been based on word lists and 

read speech.  

 

Here we assess the VOT of stops in age-stratified samples of naturally-occurring spontaneous 

speech recorded at different timepoints to gauge whether such patterns are typical across the 
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stylistic repertoires of Scottish English over time. Deriving phonetically robust measures of VOT 

from spontaneous speech is more difficult and time-consuming than from read speech or citation 

forms (Baran et al 1977). We consider the effects of phonetic and linguistic factors on VOT in 

these speakers by using an automatic algorithm for detecting positive VOT with manual 

correction (Sonderegger and Keshet 2012). Our long-term goal is to investigate potential 

variation and change in the voicing contrast in Scottish English. In this paper we gain an 

impression of one aspect of the realization of voiced and voiceless stops by considering positive 

VOT over time. 

 

 

2. Background 

 

2.1. Variation in VOT: phonetic and linguistic factors  

VOT is sensitive to a range of phonetic and linguistic factors, which in turn are subject to 

language-specific implementation (e.g. Auzou et al. 2000, Docherty 1992, Cho and Ladefoged 

1999). Place of stop articulation typically conditions the longest values for velar, and shortest 

values for bilabial stops (e.g. Cho and Ladefoged 1999). Coronal stops generally show longer 

VOT durations than bilabials, but may not always be distinct from those of velars: in British 

English, Docherty (1992) reports a general distinction of bilabial vs non-labial stops, alveolars 

are not significantly different from velar stops. Following vowel context also conditions VOT. 

After Lisker and Abramsonôs (1967) initial negative result for any impact of vocalic environment 

on VOT, subsequent studies have generally observed longer VOT durations before high close 

vowels than before low open vowels (e.g. Klatt 1975; Berry and Moyle 2011; Esposito 2002; cf 

Morgensen and Tøndering 2013). VOT also varies with speech rate, though differently 

depending on the voicing of the stop. Specifically VOT of voiceless stops is negatively 

correlated with speech rate, whereas for voiced stops there is no correlation or only a small trend 

(e.g. Summerfield 1975; Miller, Green and Reeves 1986; Kessinger and Blumstein 1997). A 

similar asymmetry in the effect of phrasal accent on VOT is found by Cole et al. (2007), with a 

larger effect for voiceless than for voiced stops.  
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Other factors considered recently concern aspects of the word in which the stop occurs, position 

in phrase and lexical frequency. Cole et al. (2007) anticipated prosodic strengthening of several 

cues to voicing, including VOT, expecting longer VOT for stops showing phrasal prominence 

and in phrase-initial position; their examination of read narratives by four American English 

newscasters found no significant effect of phrase position. Lengthening of VOT was found in 

utterance-final position in Yaoôs (2009) study of unplanned American English spontaneous 

speech. Yao also found that more frequently used words showed shorter durations (see also 

Sonderegger 2012 for spontaneous British English speech), though Yu et al. (2013)ôs imitation 

study of single words only showed a non-significant trend in this direction.   

 

 

2.2. Variation in VOT: social and speaker-specific factors 

Several studies have shown that variation in VOT may also be socially conditioned. For 

example, Ryalls et al. (1997) and Ryalls et al. (2004) considered ethnicity and gender in African-

American and Caucasian-American younger male and female speakers (earlier study) and older 

speakers (later study). Younger speakers showed significant differences in VOT indicating more 

voicing of voiced voiced stops in male and African-American speakers; no significant effects of 

gender or ethnicity were observed in the older speakers.  Research on VOT duration and aging 

does not present straightforward results. Some studies have found that older speakers (e.g. over 

70) show shorter VOT durations than younger speakers (e.g. Benjamin 1982; Ryalls et al. 2004), 

while other studies have either found no significant age-related difference in VOT (e.g. Neiman 

et al. 1983; Petrosino et al. 1993) or complex interactions between age and gender (Torre and 

Barlow 2009), suggesting that VOT values may reflect age as a socially-conditioned lifestage as 

much as the results of aging physiology.  

 

Differences in VOT between groups of speakers (e.g. old vs. young) found in studies which do 

not also control for speech rate may in fact be due to rate (see Morris et al. 2008). However, 

speech rate is unlikely to explain shorter VOTs in elderly speakers, who typically speak more 

slowly (e.g. Torre and Barlow 2009). More generally, individual differences in VOT remain even 

after speaking rate is controlled for (Allen et al. 2003, Yu et al. 2013). Such individual variation 

is consistent with the idea that VOT can be manipulated as a social-indexical characteristic at the 
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level of the speaker, which may or may not intersect with larger social categories such as age, 

gender, and ethnicity.  

 

 

2.3. Variation in VOT beyond read speech 

The majority of studies on VOT have used single words elicited through word lists or carrier 

sentences, as well as reading passages or longer narratives (e.g. Crystal and House 1988; Cole et 

al. 2007). There has been far less investigation of unscripted spontaneous speech (cf Sonderegger 

2012, Yao 2009). This is an interesting lacuna because very shortly after their initial exposition 

of VOT in citation forms in 1964, Lisker and Abramson (1967) wondered about how VOT might 

vary according to speech style. They found that VOT continued to distinguish stops in read 

sentences by place of articulation and voicing, but also differed from isolated-word context in the 

degree of overlap in distributions between voiced and voiceless stops.  

 

Baran et al. (1977) seem to have been the first to consider VOT of stops in conversational 

speech. They examined child-directed and adult-directed speech by four American-English 

speaking mothers, in four styles.  They did not find a difference in VOT between child- and 

adult-directed speech, but they did find that the separation of mean VOT of voiced and voiceless 

stops was greatest in citation forms (80 ms) and smallest in spontaneous speech (30 ms), due to 

shorter VOTs for voiceless stops in spontaneous speech (cf Gósy 2001 for Hungarian; contra 

Krull 1991 for Swedish).Yao (2009) examined VOT for voiceless stops in unplanned 

spontaneous speech by two American English speakers from the Buckeye Corpus: one male and 

one female speaker, with particularly fast and slow speaking rates, respectively. VOT was 

influenced by local speaking rate, place of articulation, lexical frequency, and utterance-final 

position, though the two speakers did not always show identical patterns. Most recently, 

Sonderegger (2012) examined VOT in voiceless stops in spontaneous speech by 21 English 

speakers mostly from across the United Kingdom. VOT was significantly influenced by the same 

factors, and also syllable stress, following segment type, following vowel height, and speaker 

gender. 
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2.4. Short-term shifting in VOT 

Variability in VOT is clearly constrained by a complex set of intersecting factors: phonetic, 

linguistic, prosodic, social, and individual. Changes in aspiration duration in a communityôs 

speech over time also presume that variation in VOT during interaction between speakers is 

accessible to listeners at some level, and is amenable to short-, and longer-term, shifting, as 

listeners become speakers (cf Tucker 2007). Evidence that this is the case for short-term shifting 

is provided by recent research.  

 

Shockley et al. (2004) ran two shadowing experiments, one in which VOT of word-initial 

English /p t k/ was unaltered, and the second in which VOT had been extended. They found that 

the shadowed speech of both experiments was perceptibly different from baseline reading, for 

listeners performing an AXB task, and in that VOT in the shadowed speech in the second 

experiment was on average 12ms longer than that of the baseline. Nielsen (2011) found that 

speakers lengthened VOT of word-initial /p/ when imitating a set of target words after exposure 

to productions with artificially-extended VOT. She also found that exposure led to greater VOT 

in /p/ in novel words, which was also generalized to a new sound (/k/). Imitation was also 

constrained by lexical frequency and by aspiration duration, as stops with reduced VOTs were 

not imitated. Yu et al. (2013) explored the impact of manipulating listener attitudes and 

expectations, as well as personality traits, on speakersô imitations of lengthened VOTs embedded 

in a narrative. While there was no significant overall change in VOT following exposure (contra 

Nielsen), how much subjects shifted VOT towards or away from the narrator was strongly 

affected by social and cognitive factors, such as holding a positive attitude towards the narrator. 

Such studies offer insights into possible mechanisms underlying longer-term change, but are 

restricted to a couple of time points over a few minutes. 

 

 

2.5. Longer-term shifting in VOT 

Sonderegger (2012) considered day-to-day variability in VOT of 22.5k voiced and voiceless 

stops in a corpus of spontaneous speech from 12 British contestants on the reality television 

show Big Brother UK, over a period of three months. Using regression modelling for voiced and 

voiceless stops separately, he found that most cases (voiced or voiceless stops, for an individual 
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speaker) showed one or two kinds of change. Daily fluctuations around the mean in VOT was 

the norm in the data, while about half of cases also showed steady change in a speakerôs mean 

VOT over time. Short-term daily variability in VOT over a timescale of days to months seems to 

be the norm, and ï for some speakers ï may lay the foundations for longer-term changes. 

 

Shifts in VOT over a similar timescale have also been observed in bilingual speakers (cf e.g. 

Flege and Eefting 1987), and are language-specific. Sancier and Fowler (1997) found that a 

bilingual Brazilian Portuguese/American English speaker showed consistently shorter VOT in 

Portuguese than in English, but several monthsô residence in Brazil led to shorter VOT for both 

languages than after a stay of similar length in America. More recently, Balukas and Koops 

(2014) also showed a language-based asymmetry in voiceless stops in spontaneous 

codeswitching (New Mexican Spanish/English). Even in long-term language contact situations, 

long after language acquisition, the language acquired first may continue to exert subtle and 

consistent effects on VOT.  

 

Very few studies indeed have considered change in VOT over longer timescales.
2
 Geiger and 

Salmons (2006) discuss preliminary results of a small-scale real-time study of aspiration in 

voiced and voiceless stops in a recessive 19
th
 century German dialect spoken in Wisconsin, 

which point to a slight reduction in VOT over time, though not in the direction of standard 

American English. Takada (2012) considered two apparent-time corpora of a large number of 

Japanese speakers from five regions reading word lists, collected in the late 1980s and the late 

2000s. She found indications that the distinctive role of VOT for the voicing contrast is 

weakening in two regions, though differently in each, even within the same language.  

 

 

2.6. VOT in Scottish English  

Scottish English is reported as having voiceless plosives with less aspiration than in Southern 

varieties of Anglo-English (Wells 1982; cf Catford 2002; Masuya 1997). Scottish English 

comprises a bipolar sociolinguistic continuum of varieties from Scottish Standard English to 

vernacular Scots (e.g. Aitken 1984). WhilstScottish Standard English has had less aspirated stops 

                                                 
2
 There are of course numerous accounts of historical shifts in stop aspiration (e.g. Iverson and Salmons 1995). 
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than Anglo-English for some time,
3
 syllable-initial stops in Scots are reported as being 

unaspirated, at least according to commentators writing before the Second World War (Johnston 

1997: 505). However, Johnston (1980: 78, in Scobbie 2006: 374) suggests that more aspirated 

stops are spreading into Scots. Masuyaôs (1997) small-scale study shows that his 15 Scottish 

Standard English speakers have shorter mean VOT durations than the five Anglo-English 

speakers, overall and at each place of articulation (all stops: Scottish, mean = 39.7 ms, all Anglo-

English, mean = 56 ms), though no statistical tests are given. Masuyaôs Scottish sample has an 

apparent-time dimension with eight speakers born in the 1960s (in their 40s), and the rest born in 

the 1920s-1940s (in their 60s-80s). Mean VOTs are shorter for the older speakers than for the 

younger speakers, though there is some overlap. He interprets his results as an indication that 

aspiration is lengthening in Scottish Standard English, especially in the younger speakers born in 

the 1960s (see Scobbie 2006). 

 

Differences between degree of aspiration and vernacular/standard accent background in Scottish 

English are also apparent in Scobbieôs (2006) study of word-initial bilabial stops in read 

wordlists from 12 speakers who were born and raised in Shetland, but whose parents fell into 

three groups in terms of geographical background: Shetland, Scotland and England. The results 

showed that individual differences in positive VOT for /p/ could not easily be assigned to a small 

number of lag categories. Rather there was a range of durations which pattern generally with 

parental background: informants with vernacular Shetlandic parents show shorter VOTs than 

those with Scottish parents, though in a gradient fashion. Voiced stops showed either prevoicing, 

or short lag VOT, sometimes both in the same speaker. The results are consistent with the 

assumption of more/less aspirated stops across the poles of the sociolinguistic continuum of 

Scottish English spoken in Shetland, and also with possibility of ongoing change in VOT.  

 

In a recent and substantial study on VOT in Scottish English, Docherty et al. (2011) analyzed 

4662 tokens of voiced and voiceless plosives, from read wordlists, from 159 speakers in four 

locations along the Scottish-English border. They found that younger speakers overall showed 

significantly longer aspiration (and less prevoicing) than older speakers, and attributed this 

                                                 
3
 óWhen a breathed plosive occurs ... the emission of breath is barely perceptible. It never strikes the ear in the same 

way as in Southern English or Irish.ô Grant (1912: 80). 
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pattern to age grading (older speakers have longer VOT: see 2.2) rather than apparent-time 

change. They also found differences according to location, with VOT shorter for Scottish 

speakers at the Eastern end (Eyemouth) than for speakers at the Western end of the Border 

(Gretna), a pattern consistent with their previous findings that Eyemouth speakers use a higher 

proportion of more óScottishô features, (e.g. rhoticity, Scottish Vowel Length Rule). As in 

Scobbie (2006), and in line with the studies of short-term shifts reviewed above (2.3), VOT 

appears to be subject to subtle sociolinguistic control.  

 

  

2.7. Research Questions for this paper 

Previous accounts of Scottish English suggest that two subtle changes may be underway, Scottish 

Standard English is shifting to longer durations more like Anglo-English (Masuya 1997), and 

Scots in turn is shifting to durations more like Scottish Standard English (Johnston 1997). At the 

same time, the evidence to date on Scottish English VOT is restricted to anecdotal observation or 

measures from single words and read speech collected at a single point in time. Teasing apart 

age-grading from language change requires inspection of naturally-occurring spontaneous speech 

from speakers of different ages recorded at different time points. Here we consider stops in 

spontaneous speech in a vernacular dialect, drawing on the resources of a recently constructed 

real-time corpus of Glaswegian. Whilst our long-term aim is to investigate potential change in 

the voicing contrast in this dialect ï which would require inspection of positive and negative 

VOT, as well as other measures capturing voicing during closure and closure duration ï within 

the scope of this paper, we restrict our focus to a particular dimension, positive VOT, enabling us 

to observe variability in this particular aspect of the voicing contrast over time. To overcome the 

time commitment required to obtain large numbers of robust VOT measures from spontaneous 

speech, we also developed a semi-automated procedure for the task. From this base we address 

these research questions: 

 

¶ What factors affect positive VOT in stressed syllable-initial stops in spontaneous Scottish 

English speech? 

¶ What is the evidence for change in positive VOT over time?  
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3. Methodology 

 

3.1. Sample 

We analyse VOT in stops produced by 23 speakers from the recently created, Sounds of the City, 

corpus of Glaswegian vernacular. This is a controlled-access, force-aligned, electronic corpus of 

audio recordings and orthographic transcripts, from 142 speakers (around 730,000 words), 

aligned using LaBB-CAT software (Fromont and Hay 2012). The recordings are of spontaneous 

speech, and include oral history and sociolinguistic interviews, conversations between friends, 

and extracts of broadcast speech. The informants are working-class as determined by factors 

such as socio-economic background, education, and occupation. The corpus is structured by 

gender, decade of recording (from the 1970s to the 2000s), and by generation of the speaker 

(older: 67-90; middle-aged: 40-55; young: 10-15). Its real- and apparent-time structure allows 

investigation of stability and change effectively across the entire 20
th
 century. Speech style 

ranges from very casual to variable style-shifting found in interviews (Johnston 1983); there is 

also a range in terms of recording quality. Our earlier analysis of 12 speakers of the sample 

presented here did not show any differences in the effectiveness of our semi-automatic 

measurement procedure as a result of the type of speech recording (Stuart-Smith et al. 2015). In 

this study, we did not code or test further for possible additional variation arising from 

differences in recording context or interlocutor (cf Tucker 2007). 

The sample for this study is shown in Table 1. We worked with the recordings of 23 female 

speakers, from three age categories, made in the 1970s and the 2000s. The real-time comparison 

allows us to assess the evidence for change in aspiration over time. The age stratification enables 

us to consider the influence of physiological age on VOT, specifically whether shorter VOT is 

found in older speakers, and longer VOT in younger ones. The age stratification also permits 

apparent-time comparison. This assumes that speakers tend to maintain the pattern of systemic 

phonetic features which they acquired as children over their lifespan (Sankoff and Blondeau 

2007), though it is not yet known how well this assumption holds for VOT which is 

demonstrably flexible for some speakers (Sancier and Fowler 1997; Sonderegger 2012). For the 

apparent time comparison we would predict longer durations in middle- and younger speakers, 
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than in older speakers. Style-shifting towards the standard could also induce longer durations, 

whilst shifting towards the vernacular would lead to the reverse.  

 

Table 1: Real- and apparent-time dimensions of the sample of 23 speakers from the Sounds of the City corpus 

analysed in this study. 3F = 3 female speakers, and so on.  

 

                     

           Age                    

 

  Decade of 

 Recording 

Apparent-time 

 

Old  

DECADE OF BIRTH 

 

 

Middle 

DECADE OF BIRTH 

 

 

Young 

DECADE OF BIRTH 

Real-time                

 1970s 

 

3 F 

(1890s: DECADE OF BIRTH1) 

 

4 F 

(1920s-b: DECADE OF BIRTH3) 

 

4 F 

(1960s: DECADE OF BIRTH5) 

              

 2000s                    

 

 

4 F 

(1920s-a: DECADE OF BIRTH2) 

 

4 F 

(1950s: DECADE OF BIRTH4) 

 

4 F 

(1990s: DECADE OF BIRTH6) 

 

The sample permits comparison by Decade of Recording (70s vs 00s) and Age (Old vs Middle vs 

Young). Here we compare the six groups as levels of a single factor, DECADE OF BIRTH, which 

enables comparison of each group with each other group, in real-time: 

 

- Old: recorded in 70s (born 1890s) vs recorded in 00s (born 1920s-a) 

- Middle: recorded in 70s (born 1920s-b) vs recorded in 00s (born 1950s) 

- Young: recorded in 70s (born 1960s) vs recorded in 00s (born 1990s) 

 

and apparent-time: 

 

- recorded in the 70s: Old (born 1890s) vs Middle (born 1920s-b) vs Young (born 1960s) 

- recorded in the 00s: Old (born 1920s-a) vs Middle (born 1950s) vs Young (born 1990s)  

 

 

3.2. Stops 
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We report the results for singleton voiced and voiceless stops /p t k b d g/ which occurred at the 

beginning of a stressed syllable (e.g. people, aôppear, ten, aôttend etc). Tokens which occurred in 

words or syllables which were unstressed and/or reduced in the utterance, for example many 

realized as glottal stops, were excluded. The manual correction of the automatically predicted 

VOT durations also excluded tokens which were difficult to measure for other reasons, for 

example, when the burst could not be identified, or when the plosive was strongly lenited or 

released as a fricative. The procedure for analysing VOT is outlined below in Section 4.  

 

 

3.3. Linguistic factors 

We measured a range of variables for each token that we expected to affect VOT using 

information from the force-aligned TextGrids, as well as two databases of information about 

words in British English: CELEX (Baayen et al. 1996) and Subtlex-UK (van Heuven et al. 

2014). Variables in small capitals are included in the models of VOT described below.
4
 

 

¶ PLACE OF ARTICULATION of the stressed syllable-initial stop was defined as bilabial, 

alveolar, or velar (3 levels) based on the first pronunciation listed in CELEX.  

¶ Local speaking rate (LSR) was defined as syllables per second in a phrase, where phrase 

was defined as the interval between two intervals of silence of at least 150 ms. 

¶ LSR was used to define two variables included in the models below: its mean value for a 

given speaker (MEAN LOCAL SPEAKING RATE), and the difference between a tokenôs LSR 

and the mean speaking rate (for the speaker who produced it): the SPEAKING RATE 

DEVIATION . This step was taken in view of the substantial variation in how quickly 

individuals speak, to separate the potential effects of ñfaster speakersò (a speaker-level 

variable) and ñfaster speechò (by a given speaker, relative to her average rate) on voice 

onset time (Theodore et al. 2009). 

¶ PHRASE POSITION was defined as initial or medial (2 levels) based on whether the stop 

occurred at the absolute left edge of a phrase (defined as above).  

                                                 
4
 In this analysis we did not code or test for position of the stop in the word, i.e. to compare e.g. /t/ in tend vs aôttend. 
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¶ FOLLOWING VOWEL QUALITY  was defined as high or non-high (2 levels), based on the 

transcription of the following vowel segment, in turn based on the first pronunciation for 

the vowel listed in CELEX.  

¶ WORD FREQUENCY (log-transformed) for each token was defined by looking up the 

orthographic form in Subtlex-UK.
5
  

 

 

 

4. Analysis of positive VOT using semi-automatic methods for spontaneous speech corpora 

 

4.1. Positive VOT analysis 

It is well known that the voicing contrast of varieties of English cannot be adequately 

characterized only using VOT (Lisker and Abramson 1967), and certainly not using only positive 

VOT. We had originally intended to analyse both positive and negative VOT in our dataset, but 

an interesting anomaly (indeed, result) from this study of spontaneous speech is how voicing is 

realized in our data, in contrast with previous studies of Scottish English. We found that 

prevoiced stops with voicing lead, whereby voicing begins at some point during the closure and 

continues to the burst were very rare indeed in this dataset (only some 15 instances). Voicing 

during stop closure tended to appear either as continuous voicing throughout the entire closure, 

or as no voicing at all; a proportion showed some perseverative voicing into the closure 

continuing from the preceding voiced segment. The practical outcome for our study was that 

whilst the positive VOT algorithm functioned well, the automatic negative VOT algorithm 

(Henry et al. 2012) was unable to predict negative VOT reliably from these recordings. In 

ongoing work we have devised other measures for characterizing voicing (e.g. proportion of 

voicing during closure). We report here only the results for positive VOT. 

 

VOT was annotated by a two-step ñsemi-automaticò process: automatic measurement followed 

by manual correction. Our procedure for measuring positive VOT (for both voiced and voiceless 

stops) was to identify the period of aperiodic friction following the initiation of a visible burst 

until the initiation of quasi-periodicity visible from the waveform. This included instances of 

                                                 
5
 One word (Townhead, a place name) was not listed in Subtlex-UK, and the 4 tokens for this word were excluded. 
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very short periods of aperiodic friction which occurred after first initial visible spike reflecting 

the onset of the burst of fully voiced closures (e.g. Nearey and Rochet 1994), though a small 

degree of damping immediately before release was often observed (this is commonly reported 

for English, and also Scottish English; see Scobbie 2006: 377-9). This means that our measures 

of VOT reflect the release phase of voiceless and voiced stops, including what in previous 

studies have been counted as long lag (óaspirationô), and short lag and burst duration, 

respectively.  

 

Step 1: Automatic measurement  We first automatically measured stop VOTs by applying the 

AutoVOT software (Keshet et al. 2014), an implementation of the supervised learning algorithm 

described in Sonderegger and Keshet (2012). AutoVOT uses a set of hand-labelled VOT 

measurements as a training set of stops to train a structured support-vector machine classifier. 

Predicting VOT for a new set of stops requires a trained classifier and a window of time in the 

audio file for each token within which to search for the beginning of the VOT interval. Applying 

the classifier to each token yields a predicted VOT interval. For this study, one voiceless stop 

classifier and one voiced stop classifier was trained using around 100 hand-annotated voiceless 

and voiced stop tokens from (each of) five speakers as training data. The algorithm was then run 

using these classifiers on the entire recordings of the sample, with search windows determined 

based on the force-aligned segment boundaries provided by LaBB-CAT for each target stop. The 

algorithm was applied twice, to predict VOT for voiceless and then voiced stop tokens, using the 

voiceless and then the voiced classifier. 

 

Step 2: Manual correction  Manual inspection, correction, and coding was carried out by four 

annotators, who were entered into the models as a fixed effect of ANNOTATOR. The coding 

scheme had three labels:  

 

1. The automatic prediction was Correct 

2. The automatic prediction was incorrect but easily Correctable, and so was corrected. 

3. Not usable: The stopôs location was grossly off due to an alignment error; VOT could not 

be reliably determined (due to speaker overlap, background noise, or another cause); the 
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token was realized as another segment (fricative, approximant, glottal) or deleted; or 

there was a transcription error. These tokens were excluded from further analysis. 

 

An annotator could process all instances of voiced or voiceless stops for about 40 minutes of 

conversational speech in around 40 minutes, sometimes less. This is very much quicker than any 

process of locating and then hand labeling stop burst and onset of voicing in spontaneous speech, 

even using a force-aligned segmentation tier as a guide. The speed of our analysis meant that we 

could process all possible tokens from each speaker, and so also obtain larger numbers of tokens 

for analysis. 

 

Predictions were corrected for 5823 voiced and 4075 voiceless stops.
6
 Table 2 shows the 

breakdown of tokens by the three labels. 29.8% of voiced and 7.9% of voiceless tokens were 

coded as Not usable. The remaining 4087 voiced tokens and 3247 voiceless tokens make up the 

datasets used to model positive VOT for voiced and voiceless stops presented below. 

 

Table 2: Number and percentage of automatically measured stops by coding label..  

 

 N Correct Corrected Not usable 

Voiced stops 5823 3171 (54.4%) 916 (15.7%) 1736 (29.8%) 

Voiceless stops 4075 2689 (76.2%) 558 (15.8%) 828 (7.9%) 

All  stops 9898 5860 (62.6%) 1474 (15.8%) 2564 (21.6%) 

 

 

4.2. Statistical Analysis 

We modelled VOT as a function of the variables discussed above (3.3), using mixed-effects 

linear regression models (using the lme4 package in R: Bates et al. 2014). To limit the 

complexity of the exposition of the results, we fit ted separate models for voiceless and voiced 

stops. Because VOT can only take on positive values in our dataset (4.1), and because the 

distribution of VOT (for voiceless and voiced stops) is strongly right skewed (Figure 1), we use 

                                                 
6 
These counts are after excluding 197 voiced and 73 voiceless tokens where there were errors in the manual 

correction coding or in applying processing scripts. 
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log(VOT) as the response variable in the models (Sonderegger 2012). We discuss the fixed-effect 

and random-effect terms included in the models in turn. 

 

4.2.1. Fixed effects 

The same eight main effects were included in the voiced and voiceless models: 

 

- the following linguistic factors expected to affect VOT, based on previous work, to 

address our first research question: properties of the host word (PLACE OF ARTICULATION, 

FOLLOWING VOWEL HEIGHT, LEXICAL FREQUENCY), of the speaker (MEAN LOCAL SPEAKING 

RATE), and of the observation (SPEAKING RATE DEVIATION, PHRASE POSITION)  

- DECADE OF BIRTH, to answer our second research question, whether VOT is changing over 

time (3.1; Table 1) 

- ANNOTATOR, to account for the possibility that annotators used different criteria in 

correcting the VOT predictions (4.1). 

 

To facilitate interpretation of the main effect terms in the models and to minimize unnecessary 

collinearity, categorical variables were coded using Helmert contrasts, with the levels of each 

variable ordered as follows:
7
 

 

- PLACE OF ARTICULATION : bilabial, alveolar, velar 

- FOLLOWING VOWEL HEIGHT : low, high 

- PHRASE POSITION : initial, medial 

- ANNOTATOR : 1, 2, 3, 4 

- DECADE OF BIRTH : 1890s, 1920s-a, 1920s-b, 1950s, 1960s, 1990s (see above, 3.1) 

 

The individual fixed effect coefficients for ANNOTATOR were not significant, and so this factor is 

not discussed further. Continuous variables (MEAN LOCAL SPEAKING RATE, SPEAKING RATE 

DEVIATION) were centered (by subtracting the mean), separately within the voiced and voiceless 

                                                 
7
 Helmert contrasts means that the first contrast for PLACE OF ARTICULATION corresponds to ½ the difference 

between alveolar and bilabial (positive = alveolar), the second contrast corresponds to 1/3 the difference between 

velar and the mean of alveolar and bilabial (0.33*(velar ï (alveolar + bilabial)/2)), and so on for other variables.  

Note that Helmert coding for a factor with two values (such as PHRASE POSITION) is the same as sum coding. 
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subsets of the data. Main effect terms for the eight variables were included in both models to test 

hypotheses based on previous work, to test for sources of measurement error, and to address our 

research questions. To decide which interactions between the eight variables to include in each 

model, we assessed potential interactions in two ways (separately for the voiced and voiceless 

data): 

 

1. exploratory plots examining the joint effect of two variables on VOT in the empirical 

data (such as Figure 6). Pairs of variables where one variable seemed to modulate the 

other variableôs effect on VOT were flagged as potential interactions. 

2. stepwise backwards model selection,
8
 beginning with a model with random intercepts 

only (by-speaker and by-word), and all possible two-way interactions between the eight 

variables, with the exception of ANNOTATOR (since this variable was included only as a 

control for overall inter-annotator differences). Terms were dropped using an alpha = 

0.01 significance level, due to the large number of comparisons being performed. 

 

Interactions that were selected by both methods were included as fixed effects: for voiced stops, 

the interactions between PLACE OF ARTICULATION and DECADE OF BIRTH, and between PLACE OF 

ARTICULATION  and SPEAKING RATE DEVIATION; for voiceless stops, the interactions between 

PLACE OF ARTICULATION and DECADE OF BIRTH, between SPEAKING RATE DEVIATION and DECADE 

OF BIRTH, and between FREQUENCY and DECADE OF BIRTH.  

 

 

4.2.2. Random effects 

By-word and by-speaker random effects were included to account for the fact that tokens from 

individual words (voiced: 376 levels; voiceless: 550 levels) and speakers (voiced and voiceless: 

23 levels) are not independent. By-word and by-speaker random intercepts were included to 

account for account for differences in VOT among speakers and words, after controlling for 

other sources of variability (Allen et al. 2003, Sonderegger 2012). All possible by-word and by-

speaker random slopes were included in each model, to account for variability among speakers 

and words in the influences on VOT captured by the fixed-effect terms (such as speaking rate: 

                                                 
8
 Performed using step() in the lmerTest package in R (Kuznetsova et al. 2014). 



18 

 

Theodore et al. 2009), and to guard against Type I error in the fixed-effect coefficients (Barr et 

al. 2013). However, correlations between random-effect terms were not included, since doing so 

led to unidentifiable models. To a certain extent including by-speaker random intercepts and 

slopes also controls for additional situational factors such as recording context on VOT, which 

were not included as fixed factors in the models. 

 

 

4.2.3. Procedure and diagnostics 

After fitting initial models for the voiced and voiceless data with the fixed and random-effect 

terms described above, examination of the residuals showed that they were mostly normally-

distributed, with the exception of a small fraction of tokens (about 1%) far from the origin which 

caused the residual distributions to be skewed. Since these points are likely to have an undue 

influence on the model fits, points with residuals more than 3 SD from the origin were excluded 

(voiced: 28 points; voiceless: 35 points) (Baayen 2008). The models were then refitted to the 

trimmed datasets, with the result that the residual distributions were brought closer to normality. 

It is the result of these models that are reported below. 

 

The condition number of the model matrix was 6.8 for voiced stops and 7.3 for voiceless stops, 

indicating a low level of collinearity between predictors, unlikely to affect model results (Belsley 

et al. 1980; Baayen 2008).
9
  The (Pearson) correlation between fitted values and log(VOT) was r 

= 0.693 for the voiced model and r = 0.733 for the voiceless model (r
2 
= 0.480, 0.537). Thus, the 

models explain approximately 48% and 54% of variability in VOT for the voiced and voiceless 

stops.  

 

 

5. Results 

We now present the model results with respect to our two research questions. We focus first on 

those factors which affect VOT independently of a speakerôs age and when they were recorded 

(sections 5.1, 5.2). Then in section 5.3 we consider the evidence for whether the stop contrast 

may be changing over time (terms involving DECADE OF BIRTH). Full statements of the results are 

                                                 
9
 Besley et al. (1980: 105) characterize kappa of 5-10 as indicating "weak". 
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given in Tables A1-A3 in the Appendix. Table A1 presents the Type 3 analysis of variance 

(ANOVA) table for the fixed effects included in each model, with denominator degrees of 

freedom, F-value, and corresponding p-value calculated using Satterthwaiteôs approximation 

(using the lmerTest package in R). Tables A2 and A3 summarize the fixed-effect coefficients for 

each model. Coefficient significances were computed using t tests with degrees of freedom 

computed using the Satterthwaite approximation (again using lmerTest). The random effect 

variances are given in Table A4. 

   

 

5.1. Word-level variables 

We first consider variables defined at the level of the word: the stopôs voicing (i.e., voiced vs. 

voiceless), its place of articulation, the following vowelôs height, and word frequency. 

 

The empirical distribution of VOT for voiced and voiceless stops in Figure 1 clearly shows that 

the voicing contrast is maintained through positive VOT for these speakers. This is confirmed by 

comparing the predicted estimates from the two models. Exponentiating the estimated intercepts 

for the voiceless and voiced models gives predicted VOTs of 46.5 ms and 15.5 ms, when all 

other predictors are held at their average values.
10

 The 99% confidence intervals for these 

intercepts (using a Wald test) are [42.2, 51.3] ms and [13.6, 17.6] ms. 

 

In both the voiceless and voiced models, place of articulation significantly affects VOT (PLACE 

OF ARTICULATION: voiced: F(2, 23.4) = 83.8; p < 0.0001 ; voiceless: F(2, 28.3) = 42.5, p < 

0.0001). Due to the presence of an interaction of PLACE OF ARTICULATION with DECADE OF BIRTH 

in both models (5.3), these main effects can be interpreted as showing that VOT does differ 

significantly by place of articulation, averaging over all groups of speakers.  To get a better sense 

of how place affects VOT, post-hoc Tukey tests were carried out for PLACE OF ARTICULATION for 

each model. For voiced stops, we find the commonly found pattern of bilabial < alveolar < velar 

(/b/ < /d/, /g/; /d/ < /g/: p < 0.0001); Cho and Ladefoged 1999). For voiceless stops, bilabials had 

                                                 
10

 More precisely: because all categorical predictors in the voiceless and voiced VOT models have been Helmert-

coded and all continuous predictors were centered, the intercept can be interpreted as the predicted value of the 

response (log(VOT)) when continuous predictors are held at their average values, averaged across predictions for all 

levels of each categorical variable.  
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lower VOT than alveolars, which did not differ significantly from velars (/p/ < /t/, /k/: p < 

0.0001; /t/ = /k/: p = 0.28); see Docherty 1992.
11

 These patterns are reflected in the empirical 

distribution of VOT by place of articulation shown in Figure 2.  

 

 

Figure 1 : Histogram of VOT for voiced (n = 4088) and voiceless (n = 3247) stops, untransformed (left) and on a log 

scale (right).    

 

Figure 2: Boxplots of log(VOT) by PLACE OF ARTICULATION, for voiced (left: n = 4088) and voiceless (right: n = 

3247) stops.  

                                                 
11

 Tukey post-hoc tests were carried out using ghlt in the multcomp package in R (Hothorn et al. 2008), adjusting for 

multiple comparisons using the single-step method, and averaging over interactions with PLACE OF ARTICULATION 

and over covariates.  
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The effects of following vowel height and word frequency on VOT for both voiceless and voiced 

stops are in the expected directions (longer VOT before high vowels than before non-high 

vowels; shorter VOT in more frequent words), but do not reach significance (FOLLOWING VOWEL 

HEIGHT: voiced p = 0.15, voiceless p = 0.55; LEXICAL FREQUENCY: voiced p = 0.94, voiceless p  

= 0.21).  

 

 

5.2. Speaker-level and observation-level variables 

We now consider the influence of variables describing properties of speakers (except DECADE OF 

BIRTH, see section 5.3 below) and observations: ANNOTATOR, MEAN SPEAKING RATE, SPEAKING 

RATE DEVIATION, and PHRASE POSITION. 

 

For both voiceless and voiced stops, which annotator corrected the VOT predictions for a given 

speaker does not significantly affect VOT (ANNOTATOR: voiced: F(3, 12.4) = 1.40, p = 0.29; 

voiceless: F(3, 12.3) = 0.86, p = 0.49). This gives confidence in the quality of the semi-automatic 

measurement process, and suggests that annotators used very similar criteria in correcting the 

automatic VOT measurements. 

 

 A speakerôs mean local speaking rate did not significantly affect VOT for either voiceless or 

voiced stops (MEAN LOCAL SPEAKING RATE: voiced p = 0.92, voiceless p = 0.76)), although in 

both cases the effect is in the expected direction (VOT decreases for faster mean speaking rate). 

On the other hand, speaking rate relative to the speakerôs mean does affect VOT (SPEAKING RATE 

DEVIATION : voiceless ‍ = -0.022, p = 0.012; voiced ‍ = -0.016, p = 0.052), although only 

marginally for voiced stops, with VOT decreasing for faster speech. However, the effect both has 

a larger effect size and is more significant for voiceless than for voiced stops, reflecting the 

pattern seen in empirical plots of VOT as a function of speaking rate deviation (Figure 3). These 

differences between the voiceless and voiced stop speaking rate effects are in line with previous 

work on global speaking rate effects in lab speech, e.g. Miller et al. (1986); Kessinger and 

Blumstein (1997).   
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Phrase-medial stops have lower VOT than phrase-initial stops, as anticipated. The effect has a 

larger effect size and is much more significant for voiced than for voiceless stops, with voiceless 

stops only reaching marginal significance (PHRASE POSITION: voiceless ‍ = -0.025, p = 0.092; 

voiced ‍ = -0.046, p = 0.0040). Having said that, it is clear from the empirical plots of VOT 

versus phrase position in Figure 4, that phrase position only has a very small effect on VOT 

relative to other variables. 

 

 

Figure 3 : Scatterplot of log(VOT) and SPEAKING RATE DEVIATION (difference between local speaking rate and a 

speakerôs mean speaking rate), for voiced (left: n = 4088) and voiceless (right: n = 3247) stops, with a linear 

smoother superimposed (solid line; shading represents 95% confidence intervals). 
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